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rpc methods
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Different nvmf target config using rpc methods
1. Malloc bdev:

Direct RPC command: 

create malloc bdev:

./scripts/rpc.py bdev_malloc_create

-b Malloc0 16 512

delete malloc bdev:

./scripts/rpc.py bdev_malloc_delete Malloc0 

Malloc bdev

SPDK MEMPOOL
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SPDKCLI command: 

create Malloc bdev:

cd /bdevs/malloc

create block_size=512 name=Malloc0 size=16

Delete Malloc bdev:

cd /bdevs/malloc

delete name=Malloc0
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2. Null  bdev:

Direct RPC command:

create Null bdev:

./scripts/rpc.py bdev_null_create Null0 1024 512

delete Null bdev:

./scripts/rpc.py bdev_null_delete Null0 

Null bdev
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SPDKCLI command: 

create Null bdev:

cd /bdevs/null 

create block_size=512 name=Null0 size=1024

delete Null bdev:

cd /bdevs/null 

delete name=Null0
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3.  PCIe transport NVMe bdev:

Direct RPC command: 

create PCIe transport NVMe bdev:

./scripts/rpc.py construct_nvme_bdev -b Nvme0  -t pcie -a 0000:00:0e.0

delete PCIe transport NVMe bdev:

./scripts/rpc.py delete_nvme_controller Nvme0

NVMe Controller

Namespace

NVMe bdev
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SPDKCLI command:

create PCIe transport NVMe bdev:

cd /bdevs/nvme

create name=Nvme0 trtype=pcie traddr=0000:00:0e.0

delete PCIe transport NVMe bdev:

cd /bdevs/nvme

delete name=Nvme0
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4. lvol bdev:

Direct RPC command:

Create logical volume bdev:

1./scripts/rpc.py construct_nvme_bdev -b Nvme0 -t PCIe -a 0000:00:0e.0

2./scripts/rpc.py bdev_lvol_create_lvstore Nvme0n1 lvs_0 -c 1048576

3./scripts/rpc.py bdev_lvol_create -l lvs_0 lvnv0 512

Delete logical volume bdev:

./scripts/rpc.py bdev_lvol_delete lvs_0/lvnv0

./scripts/rpc.py bdev_lvol_delete_lvstore –l  lvs_0

NVMe Controller

Namespace

NVMe bdev

Logical Volume Store

lvol
bdev
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SPDKCLI command:

Create logical volume bdev:

1. cd /bdevs/nvme

2. create name=Nvme0 traddr=0000:00:0e.0 trtype=pcie

3. cd /lvol_stores/

4. create bdev_name=Nvme0n1 name=lvs_0 cluster_size=1048576

5. cd /bdevs/logical_volume

6. create name=lvnv0 lvs=lvs_0 size=512

Delete logical volume bdev:

1. cd /bdevs/logical_volume

2. delete name=lvs_0/lvnv0

3.cd /lvol_stores

4.delete name=lvs_0 



SPDK, PMDK & VTune™ Amplifier Summit 13

5. Configure nvmf target with RDMA and TCP transport and listener:

See the backup for how to configure RDMA and TCP transport in VM.

Direct RPC command: 

1./scripts/rpc.py nvmf_create_transport -t RDMA

2./scripts/rpc.py nvmf_create_transport -t TCP

3./scripts/rpc.py nvmf_subsystem_create

nqn.2016-06.io.spdk:cnode1 

-a -s SPDK00001

4./scripts/rpc.py nvmf_subsystem_add_listener

nqn.2016-06.io.spdk:cnode1

-t rdma -a 192.168.89.11 -s 4420

NVMe-oF*
Target

RDMA

TCP

Listener

RDMA transport TCP transport
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5./scripts/rpc.py nvmf_subsystem_add_listener nqn.2016-06.io.spdk:cnode1 -t tcp -a 
192.168.90.11 -s 4420

Delete the listener:

1./scripts/rpc.py nvmf_subsystem_remove_listener nqn.2016-06.io.spdk:cnode1  -t rdma -a 
192.168.89.11 -s 4420

2./scripts/rpc.py nvmf_subsystem_remove_listener nqn.2016-06.io.spdk:cnode1  -t  tcp -a 
192.168.90.11 -s 4420

SPDKCLI command:

1. cd /nvmf/transport/

2. create trtype=RDMA

3. create trtype=TCP

4. cd  /nvmf/subsystem
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5. create nqn=nqn.2016-06.io.spdk:cnode1 serial_number=SPDK00001 
allow_any_host=true

6. cd /nvmf/subsystem/nqn.2016-06.io.spdk:cnode1/listen_addresses

7. create adrfam=ipv4 traddr=192.168.89.11 trsvcid=4420 trtype=rdma

8. create adrfam=ipv4 traddr=192.168.90.11 trsvcid=4420 trtype=tcp

Delete the listener:

1.cd /nvmf/subsystem/nqn.2016-06.io.spdk:cnode1/listen_addresses

2. delete adrfam=ipv4 traddr=192.168.89.11 trsvcid=4420 trtype=rdma

3. delete adrfam=ipv4 traddr=192.168.90.11 trsvcid=4420 trtype=tcp
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6. Save and load nvmf target config:

Direct RPC command:  

./scripts/rpc.py save_config >spdk.json

cat spdk.json | ./scripts/rpc.py load_config

SPDKCLI command:

save_config filename=spdk.json

load_config filename=spdk.json (after restart spdk nvmf target)
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• Vhost configuration using 
rpc methods



SPDK, PMDK & VTune™ Amplifier Summit 18

SPDK VHOST ARCHITECTURE

Host Memory

QEMU

Guest VM

virtio-scsi/blk

Shared Guest VM
Memory

SPDK vhost

vhost DPDK vhost

virtio-scsi/blk

virtqueuevirtqueuevirtqueue

eventfd

UNIX domain 
socket
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Different VHOST config using rpc methods
1. Create vhost scsi controller:

Direct rpc command:

1./scripts/rpc.py construct_vhost_scsi_controller vhostscsi0 --cpumask 0x2

2./scripts/rpc.py add_vhost_scsi_lun vhostscsi0 0 Malloc0

Spdkcli command:

1.cd /vhost/scsi/

2.create name=vhostscsi0 cpumask=0x2

3.cd /vhost/scsi/vhostscsi0

4.add_lun bdev_name=Malloc0 target_num=0
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2. Create vhost blk controller:

Direct rpc command:

./scripts/rpc.py construct_vhost_blk_controller vhostblk0 Malloc0 –cpumask 0x2

Spdkcli command:

cd /vhost/block/

create bdev=Malloc0 cpumask=0x2 name=vhostblk0
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Backup



SPDK, PMDK & Vtune™ Summit 23

Configure RDMA and TCP transport in Virtual box 
VM
1. Add two more Network Adapters in the VM setting, choose attached to  
“Internal Network” type.

2. In the VM env, use ifconfig command to up the two ports, eth1 and eth2.

3. Install rdma-core and ibverbs-utils in Ubuntu env or rdma-core and 
libibverbs-utils in Fedora/CentOS env.

4. Run following command to configure SoftRoCE:

[root@localhost]modprobe rdma_rxe

[root@localhost]rxe_cfg add eth1

[root@localhost]rxe_cfg start eth1
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Configure RDMA and TCP transport in Virtual box 
VM
5. Assign IP to eth1 and eth2:

[root@localhost]ifconfig eth1 192.168.89.11

[root@localhost]ifconfig eth2 192.168.90.11

Then the eth1 port can be used for nvmf target RDMA transport, eth2 can be 
used for nvmf target TCP transport.




